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Abstract

Investigators create a large number of materials as part of the research process, including grant applications, IRB applications, study stimuli, assessment forms and programs, data sets, analyses, and manuscripts. The methods that researchers use to organize, document, and store these materials constitutes their data archive. In this paper we argue that it is fundamentally important that researchers develop systematic and intelligent data archiving procedures. We describe the abstract demands that an archive must meet, and then provide concrete suggestions as to how investigators can help their archives meet these demands. A well-designed data archive can greatly improve the efficiency of locating needed information, the security of stored data, the ability to recover from human and mechanical errors, the generation of future studies, and the sharing of knowledge with other researchers.

Adventures in Data Archiving:

The thrills of organization, documentation, and storage


The aim of scientific investigation is to create knowledge about phenomena by describing them, explaining them with theories, and finding ways to alter them with interventions. This knowledge is typically based on either quantitative or qualitative analyses performed on data sets. The contents of the data sets are taken from observations made on people in research studies. To conduct these studies, investigators must create experimental materials such as surveys, stimuli, assessment programs, and treatment protocols. They must also submit applications seeking approval of the study from local review boards, and many commonly submit applications to receive the funding necessary to conduct the study. At the end of all of this, the knowledge generated by the investigation is transmitted to others using media such as journal articles, book chapters, conference presentations, policy briefs, and institutional reports. An important task for any investigator is handling the vast array of materials that are generated along the way to the final scientific product.  
The goals of this article are to present a set of guidelines for creating a successful data archive, and to explain how following these guidelines can benefit a research laboratory.  An effective archive “presupposes (comparatively rapid) file-level access to data, coupled (in many cases) with robust search and retrieval capabilities” (Swoyer, 2007).  To accomplish this, a data archive must successfully meet three demands. First, it needs to provide a structure to organize how information is stored so that it can be easily retrieved. Second, the archive must contain documentation on the information so that it can be easily and appropriately used after it has been found. Third, the archive must store backup copies of the information so that it can be easily repaired or replaced in the event that the original information is damaged or lost. In the sections below, we will consider examine each of these demands on a data archive individually. We will start each section with a discussion of why it is important that a particular demand be met, and what problems can occur if it is not. We follow this with specific suggestions that we believe can help an archive meet the corresponding demand.

Our discussion will focus on the archiving of computer files, although the general principles apply to archiving information in any medium. Almost all of the information currently used in social science research is at some point translated into an electronic format. Surveys and stimuli are typically created using digital media software, such as word processors and graphic design programs. Many experiments are conducted using computer programs that control the presentation of stimuli, the collection of responses, and the recording of the results to electronic data files. The data from studies not conducted using computers are typically translated into an electronic form using either a scanner or human coders. Data sets are analyzed using statistical software packages, which produce electronic output files. Papers, presentations, and reports are almost always created using word processing or presentation software programs. Since so many of the materials are stored electronically, appropriately archiving the computer files associated with a research project is key to ensuring that information related to that study is kept in a usable form. 

Organization


Every data archive must have a systematic set of guidelines stating where files should be placed within its directory structure. This structure should enable people to easily locate files that they need, even if they did not originally contribute the files to the archive. To accomplish this, every project that is kept in the archive should organize its files in approximately the same way. A well-organized archive allows its users to quickly navigate to the directory where the file they want is located, and then easily identify that file within the directory. There is no benefit to storing information in your archive if it cannot be found and retrieved at a later point in time. Poorly organized archives have inconsistent naming conventions and have directory structures that vary among projects, vastly increasing the amount of time it takes to locate files. With larger laboratories, it is possible to completely lose files if the archive is disorganized and the individuals who originally worked on the files become unavailable. 

The archive should be structured so that individual researchers can easily control who has access to their files. Review boards are paying greater attention than ever to the security of information collected as part of research studies. Recent problems with unauthorized individuals gaining access to personal data have increased governmental (e.g., Johnson, 2006), professional (e.g., FDIC, 2007), and academic (e.g., Rutgers, 2006) concern about how data are stored and accessed. However, it important to balance the ability to protect your information with the ability of authorized users to access the information (Clark & Wilson, 1987). You should therefore organize the archive so that the files you might want to share with collaborators on a particular project are all located together, with confidential files stored in a separate location. This way you can simply give your collaborators access to an entire directory instead of trying to provide security on a file-by-file basis. Having a poorly organized directory can make it difficult to ensure that archive users have access to all the files that they need and do not have access to confidential files.

Suggestions to improve organization

Write down how the directories should be structured. Although there are certain ways of organizing your directories that are more efficient than others, probably the most important thing is simply that everyone using the archive organizes their directories in the same way. This allows everyone who uses the archive to easily find any file they need, even if they did not originally add it to the archive. The easiest way to ensure consistency is to write down a set of guidelines that users of the archive are expected to follow. These guidelines should describe how the directories should be structured, how files should be named, what files are to be kept in the archive, and how the security of the archive will be maintained.

We suggest that individual researchers be responsible for archiving their own files. Although it is possible to assign one person the responsibility of archiving all of the files for a laboratory, this is problematic for several reasons. First, this can be a time-consuming job for even a small archive, and could impair the productivity of those responsible for the archiving. Second, it introduces a lag between the time when work is completed and the time when the files become available in the archive. Third, individuals not directly involved in a project will have only a limited understanding of its files and may therefore document or organize them poorly. Finally, making a single individual responsible for archiving limits the number of people that know where things are in the archive. Should that individual decide to go elsewhere, the remaining investigators could find it very difficult to locate the files that they need.

Use a hierarchical structure. The simplest and most straightforward way to organize the directories in an archive is to use a hierarchy. We suggest the following hierarchical levels.

1. Principal Investigator. A principal investigator would be any individual who contributes a data set to the archive. When multiple investigators collaborate on a project, the principal investigator is the one who owns the rights to the data set. Although the term “principal investigator” is typically associated with large, funded grants, it is possible to have graduate or undergraduate students as principal investigators in a data archive.

2. Project. Each principal investigator will be responsible for one or more projects. A project is a collection of studies that are all designed to investigate the same basic theories and hypotheses. Projects are primarily distinguished by conceptual issues.

3. Study. One or more studies will be conducted for each project. Studies represent individual data sets that were collected as part of a project. Studies can be distinguished either by time (when a researcher conducts several experiments, with each building upon the last) or by location (when a researcher collects data from the same experiment at multiple sites).

--Insert Figure 1 about here--

An example using the proposed hierarchical directory structure is provided in Figure 1. Using these levels provides a natural way for you to keep related files together, and also makes it easy to give people access to a particular project or study while leaving the remainder of the archive secure. Individuals coding or entering data only need to have access to the particular studies they are working on. Collaborators, on the other hand, can be given access to an entire project directory. 

Keep a moderate number of files in each subdirectory. The directory structure must balance the number of subdirectories with the number of files in each subdirectory. Having too few subdirectories forces you to search long lists of files to find the one you want. Having too many subdirectories requires you either to spend time extra time clicking through them (if they represent different levels of a hierarchy) or searching them (if they are all at the same level). Ideally you want to have between 5 and 20 files in any directory that you regularly search, which is the number of files that can be displayed on a single screen and easily scanned visually.


Move older versions of files to a subdirectory. If you commonly update the files in a directory, the directory should have a subdirectory called “OLD FILES” to store prior versions. Every time that a file gets updated, the older version should be moved from the current directory to the OLD FILES subdirectory.  Retaining the old versions of a file, even when you have created a new version, is important since users sometimes delete important information accidentally or edit the wrong part of a document (Marshall, 2007a).  Having an old version of the document will help you to reconstruct information that was incorrectly altered.  When you have an OLD FILES subdirectory, the main directory would only hold the most current version of any file. This provides two benefits. First, it reduces the number of files you need to examine when searching through the directory. Second, it removes any questions regarding which copy of a file is the most recent version. 
Take advantage of alphabetization when naming directories and files. Most computer systems will automatically present lists of directories and files in alphabetical order. Keeping this in mind while naming your directories and files can make these lists easier to search. We recommend three specific naming conventions that take advantage of alphabetization. 

1.  You can add numbers to the beginning of directory or file names if you want them to be displayed at the top of the list, because numbers come before letters alphabetically. Lower numbers come before higher numbers, so you can even specify exactly what order you want the files or directories to be in by choosing which numbers you add to the front of the names. 

2.  You should always use “leading zeroes” when enumerating files. For example, if you have 25 different images for a study, you should name the first three files “image01.bmp,” “image02.bmp,” and “image03.bmp” instead of “image1.bmp,” “image2.bmp,” “image3.bmp.” When these files are sorted alphabetically, the list using leading zeroes is presented in ascending numerical order. The list without leading zeroes, however, is not presented in ascending order because the names “image10.bmp” to “image19 .bmp” all come before “image2.bmp” alphabetically. 

3.  Dates should always be referenced using the format YYYY-MM-DD, such as 2007-03-09 referring to the date of March 9th, 2007. Dates written in this format will sort from earliest date to latest date. Dates written in more typical formats, such as MM-DD-YY, will not sort the files in any meaningful order when alphabetized. You should also be careful when including the names of months or seasons in your file or directory names, since these will not sort in chronological order when the names are sorted alphabetically.
Separate “read” and “write” access to directories. When choosing what files different users of the archive may access, remember that most operating systems will allow you to separately determine who can read and who can edit files in a directory. Giving more people the ability to modify a file increases the chance that errors may be introduced into the file (Graham, 1992). You should therefore only give individuals “write” access to a directory when you specifically expect them to be adding files to or editing files in that directory.

Separate access to identified and de-identified data sets. As part of the Health Insurance Portability and Accountability Act (HIPAA) of 1996, the US Department of Health and Human Services (DHHS) was required to develop a standard to protect the identifying information of individuals receiving health care. The final version of these guidelines (DHHS, 2002) suggests that organizations and individuals make use of de-identified data files to help protect the privacy of people receiving health care. De-identified data files exclude information that could be used to determine the identities of participants, including a participant’s “name, street address, telephone and fax numbers, email address, social security number, certificate/license numbers, vehicle identifiers and serial numbers, URLs and IP addresses, and full face photos and any other comparable images” (DHHS, 2002, p. 53234). Although most psychological research projects would not fall within the legal boundaries of HIPAA, it is still good practice to restrict access to identified data sets to prevent identity theft and unauthorized access to private information.

Maintain a directory for laboratory documents. You should have a directory in your archive to hold a copy of the archiving guidelines and other laboratory documents. Some examples of such documents would be experiment schedules, phone lists, and general rules for experimenter behavior.

Maintain a directory for completed papers, presentations, and grants. Copies of the final versions of papers, presentations, or grants should be kept together in a publicly accessible location in the archive so that they can be readily referenced by lab members and easily provided to other researchers asking for reprints.

Maintain a directory for templates. You should have a directory to maintain templates of any documents or forms frequently used by the laboratory. Some examples would be letterheads, posters, IRB applications, journal submission letters, and experiment record sheets.

Maintain separate directories for commonly used materials. Typically the studies performed within a center or laboratory all revolve around a common theme, so you can expect there to be similarities in the methods used across different projects. Any materials that are likely to be used in multiple projects should be kept in a directory that all archive users can access. Different types of materials can be kept in different directories for ease of use. Some examples of such materials would be scales, images, assessment programs, audio files, video files, and technical manuals for lab equipment.

Documentation

A data archive must include descriptions and explanations of the information it contains so that this information can be accurately used at later points in time.  Properly documenting all aspects of a study makes it much easier to write up its methods and results. Good documentation is even more necessary if investigators want to reexamine or reuse parts of a study some time after it has been completed. Extensions of a project will commonly use the same materials and be analyzed using similar programs. Assessments created for one study could well be useful in later studies. A new perspective on a project may suggest new ways to analyze the results. While most researchers can easily remember the gist of their old studies, it is much more difficult to remember things such as their precise methodologies, the specific wording of survey items, what variable names represent, and exactly how the analyses were performed. Unfortunately, these are exactly the details that are needed when you want to revisit a project. If you have dedicated time to recording information about study methodology and analysis, however, a few clicks through your organized archive could easily retrieve all of the necessary details. If investigators wish to revisit a study that has not been properly documented, they must typically invest a large amount of time to figure out how the study was originally conducted and analyzed before they can make any use of the old materials or data.

Having well documented studies makes it much easier for you to share information related to your study with other investigators. It is very difficult to use programs or data sets from other researchers unless they are well described. Although it is possible for you to meet with every individual interested in your work and personally explain your studies, it is much more efficient to document these aspects of the study as they are created and then provide this documentation to anyone interested in your work.  Furthermore, NIH and FDA data management guidelines state that researchers should retain detailed information about the scoring of variables in order to facilitate the exchange of scientific information. (McCartney, Burchinal, & Bub, 2006). 

Maintaining accurate documentation is especially important for researchers simultaneously overseeing multiple projects.  Imagine running several experiments examining the same underlying concepts.  As you develop your research paradigm, you might experience confusion as to precisely what components were used in studies that worked and which were used in studies that failed. It can be difficult to remember how the results from a study you conducted months ago differ from the results you found in the study you just completed last week. It will be much easier to retrieve this information from written summaries of your methods and results than from the original experimental materials and statistical analyses.

Suggestions to improve documentation

Use descriptive names for directories and files.  We recommend that you make your file and directory names as descriptive as possible.  Rather than using simple names like “study1,” you should use meaningful names that will allow you and others to quickly know what type of information is contained in the directory or file.  The more information you can include in a file name, the easier it will be able to later identify the file (Smith, Budzeika, Edwards, Johnson, & Bearse, 1986).  For example, you might give a directory a descriptive name like “Attribution study 2006-10-14.”  The name tells you that the files found within this directory all relate to a study on attribution begun in the Fall of 2006.  Similarly, rather than naming a file “study3IRB,” it would be more informative to name it something descriptive like “Attribution study IRB proposal 2007-01-12.”  Filenames should indicate which study the file is from, what its contents are, and either the file version or the date the file was last edited.  

Use descriptive names for variables. Using descriptive variable names makes it easier to select which variables to use in an analysis and also makes it easier to read the statistical output. Consider using variable labels if you are using a statistical software package that supports them.

Coordinate variable names across data sets you may eventually merge together. The way you should name the variables in data sets that will be merged depends on whether the merge will add variables or subjects to the original data set. If the merge will add subjects, then you should be sure that the data sets all use the same names for any variables that they have in common. If the merge will add variables, then any variables whose values should be the same across different data sets (like the subject’s identification number or gender) need to have the same name in each data set. Any other variables should have unique names. This is even true if two variables represent measurements on the same instrument taken at different points in time. In this case, you would want the final data set to have separate variables for the measurements taken at different time points. It will be easier to create such a file if the variable used to hold the measurement in the first data set has a different name than the variable used to hold the measurement in the second data set.

Document the source, use, and coding of scales.  You should try to fully document any scales that you use as part of the study. You should record the full citation of the source of the scale, as well as instructions for how to administer and score the scale. You should specifically note the presence of reverse-coded items and the scoring of subscales. You may additionally include copies of any syntax programs you wrote to automatically score the scale, information about the psychometric properties of the scale, and notes from your experiences using the scale (such as how long it takes or whether participants find the items confusing). If you save a copy of the scale in your archive, this documentation should be saved in the same file so that it is available to anyone who accesses the scale from your archive. 

Maintain accurate codebooks for raw data sets. We recommend creating codebooks for all raw data sets containing detailed information about each variable.  Given access to the codebook, a naïve researcher should be able to immediately analyze and write up the study without checking an external source.  If any of the variables in the data sets were collected from survey items, then the codebook should report what the exact question was and what options participants had as responses. We suggest giving the codebook a filename that is similar to the data set it explains so that they are listed next to each other in the directory.

Use summary data sets for analysis. It can be very difficult to find variables in the original data sets if a study used a large number of measures. Assuming each scale item was recorded in its own variable, a moderately sized survey can easily result in a data set containing hundreds of variables. Navigating a data set of this size is a cumbersome task, even with an accurate codebook. As an alternative, you should consider creating summary data sets that only contain the variables needed for analysis. Most investigators do not analyze the responses to individual trials or items, but instead only look at composite measures. A summary data set would contain these composites, but would drop all of the variables corresponding to specific items or assessment trials. Summary data sets should be saved as separate files, since it is important to retain the raw data sets in case there are any questions about the validity of a composite measure. We suggest that syntax be used to create summary data sets so that investigators have a permanent record of exactly how each composite was generated.

Create data dictionaries for summary data sets.  Data dictionaries are to summary data sets as codebooks are to raw data sets. Data dictionaries should focus on the information that an investigator would need in order to accurately analyze the data set. The data dictionary should provide the name of the data set to which it refers, as well as a short description of the study from which the data were collected.  The remainder of the dictionary describes the variables in the data set.  For each variable, the data dictionary should report its name and provide an explanation of the values it can take. For categorical variables, this requires that you report which values correspond to each possible category. For variables derived from scales, this requires that you report the range of possible values, and what high and low values mean theoretically (i.e., the direction of scale values). For naturally continuous variables, this requires you to report the unit of measurement. Every variable should be represented in the data dictionary; however, sets of similar variables can be described together. 

Analyze data using syntax.  Creating syntax files to analyze your data provides you with a permanent record of the details of your analyses. In addition, it allows you to easily conduct similar analyses again at a later time using a different data set.  We recommend, therefore, that you always use syntax to modify or analyze the data sets instead of strictly working with a “point and click” interface.  You should make sure your syntax loads the necessary data set at the start of the program to prevent confusion about which data set was involved in the analysis.  

Imbed comments in programs.  It is beneficial to include clear comments throughout programs (including syntax for analyses) to make it easy for you and others to later go back and determine how the program functions. You should include comments at the start of the program to provide a general description of its purpose.  Whenever you are creating a new variable, you should include a comment describing what the variable represents. You should use comments to describe the inputs and outputs for any arrays or vectors.  Insert comment headings at the beginning of each major section of the program that clearly explain what it is doing at that point.

Write up the study method as soon as it is designed.  There is no better time to write up a study’s methodology than when it is fresh in memory. You should therefore create a document reporting the basic purpose of the study and the details of the procedure immediately after its design has been finalized. Any alterations made to the procedures during the course of running the study should also be reflected in this writeup. Although this document can be more concise and less formal than would be necessary for a journal article, it is advantageous to write in a clear and structured format so that this document could later be easily transformed into the method section of a manuscript.  

Write up study analyses as soon as they are conducted. The analyses of any major research question should be documented as soon as they are conducted. This documentation should report who performed the analyses, when the analyses were performed, which data set was analyzed, and what question was being examined. It should contain a copy of the syntax program used to analyze the data. Finally, it should verbally describe what analyses were performed and present the results of those analyses in a form similar to what would be found in a journal article. The document should contain relevant tables and graphs from the analysis output, but irrelevant parts of the output should be excluded to simplify the presentation. If there are a large number of analyses, you might consider including a table of contents to make locating specific results easier. Most word processing programs can generate tables of contents that will automatically update as you change the contents of the document.

Document a study even if fails to support your hypotheses. Sadly, but surely, some studies will not provide significant findings.  However, documentation is important whether your results support your original hypotheses or not.  Recording information about your analyses can help you determine which procedures work and which do not, preventing you from unnecessarily replicating unsuccessful studies or repeating uninformative analyses.

Storage


An archive must accurately store information so that it can be retrieved and used at a later point in time. The information needs to be preserved in the archive over time and protected from unwanted alteration (Clark & Wilson, 1987). Although some aspects of successful storage are dependent on computer hardware, a great deal is dependent on how the archive uses the hardware. Failures in storage can occur either through human or mechanical error, and the archive should include methods to easily recover from these errors. Poorly stored files are likely to be lost or damaged, and will be difficult or impossible to replace. Files can be lost or damaged physically, such as when a computer is stolen or suffers from a power surge, or from misuse, such as when a user accidentally deletes a file or makes unwanted changes to a document.


It is fundamentally important that regular backups be made of the files contained in the archive. The need to replace or repair files is an eventuality, not merely a possibility. These backups should be automatically made on a regular basis (McCartney, et al., 2006). Multiple copies should be made of each backup, and copies of earlier backups should be kept for a period of time, even after more recent backups have been made. While it is not necessary that all users of the archive have direct access to the backups, everyone should know whom to contact in order to obtain earlier versions of their files.


In addition to maintaining backups of the entire archive, individual investigators should retain prior versions of documents that they create. Keeping these obsolete versions serves several purposes. It provides additional protection against damage and loss, since it will typically be easier to recreate a document from an earlier version than to recreate it completely from scratch. It allows you to undo changes that you made to the document should you decide that an earlier approach is better. Sections that you deleted from one paper might be useful in other papers. Finally, retaining older versions of your files provides a record of the work that you put into a project should there ever be any question about the originality of your ideas. 


It is important that an archive prevents information confusion, which occurs when users of the archive search for a piece of information and can identify multiple files that might be the one they want. This most commonly happens when a user has trouble identifying which is the most recent version of a file. This can occur either because the files are named in an unclear fashion, or because different versions of the same file are given the same name. It is also possible to have information confusion within a data set, when users have trouble determining which variable contains the values they want to use in an analysis. Information confusion forces people to waste time examining the specific contents of each file or variable to determine the identity of the information it contains.

Suggestions to improve storage


Archive your files in a single location. Having a single location for your archive makes it easier to locate files because you do not have to switch computers or drives to find which one has the file you want. It simplifies the procedure for making backups, since all of the files can be easily copied at the same time. Storing the archive across multiple computers can also lead to information confusion if a file is updated in one location but not on another.

Keep backups in a separate location. At least one backup copy of the archive should be kept off site. Fires, floods, and tornados can not only damage your archive, but can destroy everything around it as well.


Use network drives. An excellent option is to have your archive stored on a virtual network drive instead of on a specific computer. A network drive is simply a section of a mainframe computer that can be accessed (by those with the appropriate permissions) as a disk drive over a local area network. The network drive is not attached to a particular computer and can be simultaneously accessed by multiple computers. This eliminates the need to transfer files between researchers at the same institution, since both can directly add or modify files on the same network drive. The computer staff at most institutions can set up network drives with little difficulty. Once established, network drives require minimal effort to maintain on the part of the researcher. Most institutions back up their mainframes on a daily basis and store copies of the backups in remote locations, providing superior protection for the archive.


Make sure the most current version of each file is saved to the archive. The archive is not of much value if it only contains outdated files. Users should either work directly from the archive, or else ensure that any new or modified files are immediately copied to the archive.

Never work directly from a portable storage device. You should not use a portable storage device (such as a flash drive) to store the most recent version of a file. These devices are small enough to be easily lost and stolen, and so the information on them should never be thought of as secure. Flash drives are also highly susceptible to power surges, and are easy to damage even through careful everyday use. The memory chips used inside of flash drives have been tested to survive over 10,000 rewrites (Lewis, 2005), but the industry has never intended these devices for permanent storage, so the physical components are much less durable. The following is an example of someone who might have benefited greatly from following our advice:  

“Good way to lose all of your data!! I've had two… jump drives which have both failed after less than 1 year of use. In both cases, I lost ALL data on each. Before they failed, I thought they were wonderful - in fact I carried my ENTIRE professional data and document base in one of them. They were wonderful until they failed. [The company] offers no method to salvage the data. They offered to send me replacements if I send the drives back - drives which still contain sensitive and irreplaceable data. What a bargain, I get a replacement after losing everything. If you insist on [using] jump drives, back them up daily!! They can fail without warning.” (Stevens, 2006).

In addition, floppy disks are an even less dependable alternative to flash drives.  They are made inexpensively, resulting in compromised read/write quality. Data saved on them should be expected to last no more than a couple of years (Slater, 2007). While CDs and DVDs are more reliable than floppy disks, they still have the potential to fade, making the data they contain unreadable.  There is evidence that standard-quality CDs are only reliable for about two years, and higher quality CDs are only reliable for about five years (Deacon, 2007).  

If you decide to use a portable storage device to transfer files between computers, you should always copy the file from the device to the new computer before working on it. You should then save the updated version to the computer before copying it back to your flash drive. 
Access your archive remotely. Instead of transferring files in order to work on them from multiple locations, you might consider using the Internet to access your files remotely. All of the most commonly used operating systems have programs that allow you to remotely access other computers through an Internet connection
. Remote access provides several benefits over copying files between computers. First, remote users do not have to spend time making copies of their files before moving to a new location. Second, remote users will never have to stop working on a project because they failed to copy one particular file that they needed. Third, using files remotely reduces the opportunities for information confusion, since all of the files are always saved to the same location. Finally, remote access encourages users to work directly within the archive, which helps ensure that the archive contains the most recent version of all of the files.


Preserve the original raw data files. The raw data from a study is typically modified multiple times before it is subjected to analysis. These modifications may be to remove invalid cases, transform or recode existing variables, or to create new composite scores. Each time that a change is made to a data set, there is a chance that an error may accidentally be introduced. It is therefore best to save a copy of the original raw data file without any modifications so that the data sets can be corrected in case an error is found.

Use unique names for files. Every file within a given project should have a unique name. This helps prevent information confusion, and also allows these files to be placed in the same directory without overwriting each other.  Using unique file names is one of the easiest ways to improve your ability to quickly navigate through your archive (Marshall, 2007b).

Include the revision date in filenames. One of the simplest and most effective ways to keep track of the most recent version of a file is to add the date that the file was last modified to the end of its filename. In this case, the most recent version of a file is simply the one that has the most recent date. It also makes it easy to retain older versions of files since they will have different names than the most recent version. When adding the revision date to your file names you should keep the root name of the file constant to make it easier to locate prior versions of the file.


Use shortcuts instead of copying files. Sometimes you may want to access the exact same file from multiple locations in the archive. Instead of copying the file to each location, you should store the file in one location and add “shortcuts” to the file in the other locations. A shortcut is not an actual copy of a file. Instead, a shortcut just contains a link to a file in another directory. When you click on a shortcut, the computer will open up the linked file in its original location. When that file is saved, it is saved in the original location rather than in the location of the shortcut. This helps prevent information confusion because you are only working with a single copy of the file. If you had copies of a file in multiple locations, you might update the file in one directory and then forget to update the other copies of the file that you have spread throughout the archive. An additional benefit to using shortcuts is that they take up very little space, and so creating shortcuts in multiple locations will use up much less disk memory than copying the actual file to each of those locations.

A Sample Archive

Figure 2 illustrates the directory structure and contents of an archive that embodies the principles suggested in the prior sections for a fictional laboratory focused on conformity research. The names of directories are typed in a normal font, and the names of files are typed in italics. To simplify the presentation of this example, we only provide the contents of a directory the first time that a directory of that type appears. 

--Insert Figure 2 about here--

At the highest level, the directory structure separates files contained in the archive from those outside the archive. The expectation is that all of the files stored within the archive will follow strict organizational and naming conventions, but no such expectations are held for files outside the archive. This provides a place to store files from studies conducted before the archiving guidelines were created.

Inside of the archive, we see three groups of directories that are not affiliated with specific investigators. The first group, composed of Lab Documents, Technical Manuals, and Templates, contain files that would be used by all members of the archive, but which would not act as experimental materials. The second group, composed of Scales and Images, are commonly used experimental materials. The last group, composed of Papers, Presentations, and Grants, contain copies of completed research products. When alphabetized, directories from each group are presented together because the names of those in the first group start with “0,” the names of those in the second group start with “1,” and the names of those in the third group start with “2.”

Following the common directories, we see a subdirectory for each investigator in the lab. Underneath each investigator, we see a subdirectory for each project that the investigator is working on. If several investigators from the lab collaborate on a project, then the project will be stored under whichever investigator has ownership rights to the data being collected, regardless of authorship order. Underneath each project, we see a subdirectory for papers and presentations, as well as a separate subdirectory for each study associated with the project. In the directory for papers and presentations, we see separate subdirectories for each submission of a paper or presentation associated with the project. It is possible that some of these directories may represent later versions of papers contained in other directories, but they are stored separately to make it easier to locate other files associated with a submission, such as submission letters and reviews.

Each study directory has subdirectories containing the identified data sets, de-identified data sets, analyses, study materials, and programs. Each raw data set (whether identified or de-identified) in the archive has a codebook containing detailed information on each variable in the data set. The analysis directory contains the syntax programs and output used to analyze each study, as well the analysis writeup. It also contains the summary data sets used in the analyses, syntax programs used to create the summary data sets, and data dictionaries for the summary data sets. The materials directory contains copies or shortcuts to documents used to conduct the study. Shortcuts are used whenever the material is taken from one of the common directories. Finally, the programs directory contains all computer programs (including both uncompiled and compiled versions) that were used to conduct the study.

You will notice that the archive uses the hierarchical structure we suggested in our section on Organization. This makes it easy to allow collaborators access to files they need while restricting access to files they do not have permission to view. A simple way to assign permission levels parallels the hierarchical structure, so that individuals have access to the files for an investigator, a project, or a study. All investigators would be able to read the files in the common directories, although the ability to edit the contents of these directories may be restricted to a single individual to prevent inadvertent modification of these files. There are separate directories for identified and de-identified data sets, making it easy to restrict access to participants’ private data.

A special note should be made regarding the placement of the analysis directory. The Conformity Lab focuses on experimental research, where multiple studies are usually reported in a single paper. In this case, it makes the most sense to locate the analysis directory underneath the study directory, since each study will usually only be analyzed once, and then the results reported separately in the final paper. In other research areas, it is more common that multiple papers will be based on the same study. In this case it may be better to locate the analysis directory as a subdirectory of the particular paper or presentation in which the analyses are used (e.g., inside the 2005 JPSP submission subdirectory) since each paper will need to have its own analyses. It is possible to use both of these methods in the same archive, and have the location of the analysis directory vary depending on the nature of the data sets used by a project.

A specific naming convention was applied to all files in the archive. First, the project name and study name are included at the front of all of the filenames so that it is easy to identify where each file came from, and to help ensure that the files contained in the archive have unique filenames. The filenames are long and descriptive to make it easy to identify what is contained in each file. Any files that might be updated have the date of the last revision included at the end of the filename, making it easier to identify the most recent version of that file. Older versions of files are moved to a subdirectory so that they do not clutter up the main directories.

Discussion


In this paper we have discussed the importance of establishing systematic guidelines for organizing, documenting, and storing the information that contributes to the research process. Organization is important so that investigators can easily locate the information that they need and so that they can control access to sensitive data. Documentation is important so that information about a research project can be easily shared with other investigators and so that the details about the study are not lost when those who ran it forget or are no longer available for consultation. Storage is important so that the information being archived remains available and uncorrupted over time. We gave a number of suggestions to improve the way that investigators organize, document, and store the data in their own archives. 

We provided a specific example of how a laboratory might choose to archive its data that embodied our suggestions. Researchers wishing to organize the directory structures for their own laboratories might consider using our example as a starting point. The example is general enough that it could be used to organize the information produced by many different types of studies. Of course, the best archive is one that is tailored to the specific needs of its laboratory and which develops as the needs of the investigators become better understood. However, researchers might initially base their archive on our example and then modify it as they see fit. The most important thing is to have the archiving guidelines explicitly defined, so that if something does not fit the laboratory well it can be easily identified and then corrected.

Implementing data archiving procedures can have benefits for research above and beyond increasing the efficiency of accessing information (Humphrey, Estabrooks, Norris, Smith, & Hesketh, 2000). By maintaining a more complete record of the procedures and results associated with a project, researchers can make more accurate inferences about the topics being studied. Archiving also forces researchers to thoroughly describe the characteristics of their methods and analyses, helping them to identify and correct any shortcomings. Finally, data archiving requires investigators to consider how to describe their studies in a way that would be understood by outside researchers. Taking this broader perspective can lead investigators to devise methods and materials that are applicable to a wider range of research topics, increasing the scientific impact of their studies.


It can be difficult to introduce a systematic approach to data archiving to a laboratory that already has been collecting information for years in an unsystematic way. The prospect of renaming and reorganizing all of the old files so that they meet the new guidelines is usually daunting enough to halt any such transition in its tracks. We would therefore suggest that the laboratory pick a point in time after which any new studies must be archived according to the new guidelines, but not attempt to correct the old data to make it consistent with the guidelines. Adhering to archiving guidelines will be less disruptive of the research process when the procedures are in place at the start of a research project (Humphrey, et al., 2000). It would be best if studies following the new system were stored in a separate location to help ensure the integrity of the new archive. Both archives can be saved to the same computer, but there should be a clear separation between studies that follow the new guidelines and those that do not.


The development of a systematic data archive takes dedication, care, and patience. It takes effort to set up the initial guidelines, and then additional effort to see that those using the archive consistently follow them. The benefits of establishing a systematic archive accrue over time, as you have more opportunity to retrieve, review, and share the files it contains. Clearly, the thrills that you get from organization, documentation, and storage are not the same as those that you get from roller coasters, skydiving, or getting a grant funded. Instead, data archiving gives you thrills along the lines of those you get from nurturing a garden or mentoring a student. It can be very exciting to invest time and work into something and then see it grow, prosper, and bear fruit. We hope that our recommendations enrich the soil in which investigators sow their research, helping them to produce abundant crops of knowledge.
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Figure 1. Example of a hierarchical directory structure.

· Barth, Joan

· Adolescent risk survey

· 2006 study 1

· 2006 study 2

· Child obesity project

· Alabama sample

· Illinois sample

· McCallum, Debra

· Farm safety project

· 2006 study 1

· Capstone poll

· 2004 poll

· 2005 poll

· 2006 poll

· Roth, Cindy

· Family issues survey

· Cohort 1 time 1

· Cohort 1 time 2

· Cohort 2 time 1

· Cohort 2 time 2

· Caregiving survey

· 2006 study 1

Figure 2. Example archive.

· CONFORMITY LAB DATA ARCHIVE

· 00 LAB DOCUMENTS

· OLD FILES

· Conformity lab archive guidelines 2005-04-12-02.doc

· Conformity lab archive guidelines 2006-07-10.doc

· Conformity lab archive guidelines 2007-01-18.doc
· Conformity lab archive guidelines 2007-03-02.doc

· Conformity lab contact list 2007-01-20.doc 

· 01 TECHNICAL MANUALS
· Digital camera.pdf

· Tachistoscope.pdf

· 02 TEMPLATES

· OLD FILES

· Conformity lab 48x36 poster template 2006-05-12.doc

· University letterhead 2005-09-23.doc

· 10 SCALES

· OLD FILES
· Big 5 personality traits (60 items).doc

· Social desirability.doc

· 11 IMAGES

· LINE COMPARISON IMAGES

· Lines 001.bmp
· Lines 002.bmp
· FACE PHOTOS

· Asian male 001.jpg
· White male 001.jpg
· 20 PAPERS

· Asch (1995).pdf

· Milgrim & Sherif (2001).pdf

· 21 PRESENTATIONS
· Impression formation APA poster 2004-07-10.ppt

· Line judgment EAESP presentation 2005-07-19.ppt

· 22 GRANTS

· Impression formation NIMH R01 2004-12-28.pdf

· Asch, Solomon

· Impression formation project

· 00 PAPERS & PRESENTATIONS

· 2005 JPSP submission

· OLD FILES

· Impression formation JPSP submission 2005-02-24.doc
· Impression formation JPSP letter to the editor 2005-02-26.doc
· Impression formation JPSP decision letter 2005-06-07.doc
· 2006 Psych Science submission
· 2004 APA poster

· 2006 Study 1 - initial method with student sample

· 00 IDENTIFIED DATA SETS

· OLD FILES 

· Impression formation 2006 study 1 data ORIGINAL (do not modify) 2006-06-22.xls

· Impression formation 2006 study 1 identified data 2006-07-02.sav
· Impression formation 2006 study 1 identified data codebook 2006-07-02.doc
· Impression formation 2006 study 1 reverse coding and correction syntax 2006-07-02.sps
· 01 DE-IDENTIFIED DATA SETS

· OLD FILES

· Impression formation 2006 study 1 de-identified data 2006-07-02.sav
· Impression formation 2006 study 1 de-identified data codebook 2006-07-02.doc
· Impression formation 2006 study 1 de-identify syntax 2006-07-02.sps
· ANALYSES

· OLD FILES

· Impression formation 2006 study 1 de-identified data summaries 2006-07-08.sav 
· Impression formation 2006 study 1 de-identified data summaries syntax 2006-07-08.sps
· Impression formation 2006 study 1 primary outcome analysis program 2006-07-12.sps
· Impression formation 2006 study 1 primary outcome output 2006-07-12.spo
· Impression formation 2006 Study 1 primary outcome results writeup 2006-07-20.doc
· MATERIALS

· OLD FILES

· Impression formation 2006 Study 1 IRB application 2005-09-17.doc
· Impression formation 2006 Study 1 method writeup 2006-06-09.doc
· Impression formation 2006 Study 1 post-study survey 2005-09-14.doc
· Impression formation 2006 Study 1 random assignment list 2005-09-02.doc
· Shortcut to Big 5 personality traits (60 items).doc
· PROGRAMS

· OLD FILES
· Impression formation experiment 2005-10-23.cpp

· Impression formation experiment 2005-10-23.exe

· 2006 Study 2 - adult sample 

· 2007 Study 1 - replication including manipulation check

· Line judgment project

· Prestige suggestion project

· Milgrim, Stanley

· Sherif, Muzafer

· UNARCHIVED FILES

· Asch, Solomon 

· Milgrim, Stanley

· Sherif, Muzafer 
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� Microsoft Windows XP comes with a program called Remote Desktop (by default available by selecting Start > All Programs > Accessories > Communications > Remote Desktop Connection) that can be easily configured to remotely access other computers running Windows XP. The program TeamViewer can be used on Windows computers to accomplish the same thing, but with a secure connection (TeamViewer, 2007). Apple provides an application called Apple Remote Desktop (Apple, 2007) that can similarly be used to remotely access Macintosh computers, although this software does not come with the operating system. The program RealVNC enables you to set up a system to receive remote connections across multiple operating systems, including Windows XP, Mac OS, and Linux (RealVNC, 2007).
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