Stat I Homework 4

Due February 28, 2008

Between-Subjects t-test, Mann-Whitney U test, One-Way ANOVA

Problem 1 – Between-subjects t test

The data set FUSION.sav (along with its documentation FUSION.doc) is available on the course website.  The researchers conducting this study wanted to determine if providing a picture of the embedded image made it easier to locate that image in a stereogram.

A)
Restate the research question in terms of null and alternative hypotheses that could be examined using a pooled t-test.  Justify your use of a one-tailed or a two-tailed test.

H0:  ({NV} = ({VV}

Ha:  ({NV} ( ({VV}

These hypotheses examine whether viewing the picture beforehand has any effect on your fusion time.  I’m using a two-tailed test simply because it is more conservative, and would be interpreted better by reviewers.
B)
Perform a between-subjects t-test to examine the hypotheses.   Examine the variances of your two groups to see whether you should assume they are equal or not.  Explicitly state your conclusion.

SPSS produces the following results from a between-subjects t test comparing the fusion times of our two groups.


Independent Samples Test

	 
	 
	Levene's Test for Equality of Variances
	t-test for Equality of Means

	 
	 
	F
	Sig.
	t
	df
	Sig. (2-tailed)
	Mean Difference
	Std. Error Difference
	95% Confidence Interval of the Difference

	 
	 
	 
	 
	 
	 
	 
	 
	 
	Lower
	Upper

	TIME
	Equal variances assumed
	2.114
	.150
	1.940
	76
	.056
	3.0090
	1.55145
	-.08094
	6.09901

	 
	Equal variances not assumed
	 
	 
	2.038
	70.039
	.045
	3.0090
	1.47617
	.06493
	5.95314


The pooled t test tells us that the two groups are not significantly different (t[76] = 2.114, p=.056 using a two-tailed test), while the between-subjects t test tells us that the two groups are significantly different (t[70.039] = 2.038, p = .045 using a two-tailed test).

C)
Check the assumptions of the test, and determine whether the above test was valid.

SPSS produces the following histograms of the fusion times within the two groups.
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These seem to indicate that our DV might have a right skew.  SPSS also provides the following information about the variances of the DV within our groups.


Descriptives

	 
	COND
	 
	Statistic
	Std. Error

	TIME
	NV
	Mean
	8.5605
	1.23301

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	6.0721
	 

	 
	 
	 
	Upper Bound
	11.0488
	 

	 
	 
	5% Trimmed Mean
	7.5492
	 

	 
	 
	Median
	6.9000
	 

	 
	 
	Variance
	65.374
	 

	 
	 
	Std. Deviation
	8.08541
	 

	 
	 
	Minimum
	1.70
	 

	 
	 
	Maximum
	47.20
	 

	 
	 
	Range
	45.50
	 

	 
	 
	Interquartile Range
	7.2000
	 

	 
	 
	Skewness
	2.873
	.361

	 
	 
	Kurtosis
	11.731
	.709

	 
	VV
	Mean
	5.5514
	.81164

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	3.9020
	 

	 
	 
	 
	Upper Bound
	7.2009
	 

	 
	 
	5% Trimmed Mean
	5.0992
	 

	 
	 
	Median
	3.6000
	 

	 
	 
	Variance
	23.057
	 

	 
	 
	Std. Deviation
	4.80174
	 

	 
	 
	Minimum
	1.00
	 

	 
	 
	Maximum
	19.70
	 

	 
	 
	Range
	18.70
	 

	 
	 
	Interquartile Range
	5.4000
	 

	 
	 
	Skewness
	1.548
	.398

	 
	 
	Kurtosis
	1.826
	.778


The variances do not differ by a factor of 10, so we would consider the assumption of equal variances to be met.  However, the lack of normality would indicate that we should’ve used a Mann-Whitney U test instead of the between-subjects t test.
Problem 2 – Mann-Whitney U test

The data set AGEMEM.sav (along with its documentation AGEMEM.doc) is available on the course website.

A)
Perform a Mann-Whitney U test to see if there are any significant differences between the number of words remembered by older and younger participants in the counting condition.  For this part you cannot use SPSS, although you can use Excel to help with your calculations.  Explicitly state your conclusion. If you choose to use Excel, turn in a copy of your spreadsheet.

See the spreadsheet “Mann-Whitney key.xls” for my computations. The U statistic for this test is 41.5. Based on this we conclude that there is not a significant difference between the number of words remembered by older and younger participants in the counting condition (U = 41.5, n old = 10, n young = 10, p > .05 using a two-tailed Mann-Whitney U test).

B)
Use SPSS to perform a Mann-Whitney U test investigating the hypotheses you tested in part A.  You will need to use the Data(Select Cases function to limit your analyses to those in the counting condition. Restate your conclusion based on the results SPSS provides.

SPSS provides the following results of this test.
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From this we would conclude that there is no affect of age on the median number of words remembered by participants in the counting condition (Z = -.654, p = .513 using a two-tailed Mann-Whitney U test).

C)
Perform a between-subjects t test investigating the hypotheses you tested in part A.  Compare the results of this test to the results of the Mann-Whitney U test.

SPSS provides the following results for this test.

	
	Levene's Test for Equality of Variances
	t-test for Equality of Means

	 
	F
	Sig.
	t
	df
	Sig. (2-tailed)

	 
	 
	 
	 
	 
	 

	words
	Equal variances assumed
	.482
	.496
	-.681
	18
	.504

	 
	Equal variances not assumed
	 
	 
	-.681
	17.042
	.505


	Mean Difference
	Std. Error Difference
	95% Confidence Interval of the Difference

	 
	 
	Lower
	Upper

	-.50000
	.73409
	-2.04227
	1.04227

	-.50000
	.73409
	-2.04851
	1.04851


From this we would conclude that there is not a significant difference between the mean number of words remembered by older and younger participants in the counting condition (t[18] = -.681, p = .504).

D)
Examine the assumptions of the between-subjects t test, state whether you think the Mann-Whitney U or the between-subjects t test is more appropriate, and justify your decision.

The following graphs illustrate the distribution of the number of words remembered by younger participants in the counting condition.
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The following graphs illustrate the distribution of the number of words remembered by older participants in the counting condition.
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These graphs seem to indicate that our response variable is approximately normally distributed within each of our groups.

SPSS reports the following variances within our groups.


Descriptives

	age
	 
	Statistic
	Std. Error

	words
	Older
	Mean
	7.0000
	.57735

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	5.6939
	 

	 
	 
	 
	Upper Bound
	8.3061
	 

	 
	 
	5% Trimmed Mean
	7.0000
	 

	 
	 
	Median
	7.0000
	 

	 
	 
	Variance
	3.333
	 

	 
	 
	Std. Deviation
	1.82574
	 

	 
	 
	Minimum
	4.00
	 

	 
	 
	Maximum
	10.00
	 

	 
	 
	Range
	6.00
	 

	 
	 
	Interquartile Range
	2.50
	 

	 
	 
	Skewness
	.000
	.687

	 
	 
	Kurtosis
	-.450
	1.334

	 
	Younger
	Mean
	6.5000
	.45338

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	5.4744
	 

	 
	 
	 
	Upper Bound
	7.5256
	 

	 
	 
	5% Trimmed Mean
	6.5000
	 

	 
	 
	Median
	6.5000
	 

	 
	 
	Variance
	2.056
	 

	 
	 
	Std. Deviation
	1.43372
	 

	 
	 
	Minimum
	4.00
	 

	 
	 
	Maximum
	9.00
	 

	 
	 
	Range
	5.00
	 

	 
	 
	Interquartile Range
	1.50
	 

	 
	 
	Skewness
	.000
	.687

	 
	 
	Kurtosis
	.239
	1.334


The variances do not appear to differ by a factor of 10 so I would conclude that this assumption has been met. Since both assumptions seem to be reasonably met, I would conclude that we should accept the result of the between-subjects t test.
Problem 3 – Examples in your own data set

A)
Pick two groups from a categorical IV.   Write a set of hypotheses comparing the mean value of a DV for one group to the mean value of that same DV in the other group.  Explain why that test might be of interest, and justify your use of a one-tailed or a two-tailed test.

B)
Use a between-subjects t test to examine the hypotheses in part A.  Explicitly state your conclusion based on this test.

C)
Restate the research question in terms of null and alternative hypotheses that could be examined using a Mann-Whitney U test.

D)
Perform a Mann-Whitney U test to test the hypotheses in SPSS. Explicitly state your conclusion.   Report whether the between-subjects t-test or Mann-Whitney U test is more appropriate in this case.

See specific comments on your homework.

Problem 4 – ANOVA in the SCENIC data set

The data set SCENIC.sav (with its documentation SCENIC.doc) is posted on the class website.  For these problems you do not have to perform post-hoc analyses. Just discuss what the ANOVA test itself allows you to conclude.

A)
Test whether there is an effect of the region a hospital is in on its infection rate.  Test the assumptions of the analysis you chose to perform.  Explicitly report the conclusion you can draw from your analysis.

SPSS produces the following output from an ANOVA using region to predict the infection rate.


Tests of Between-Subjects Effects

Dependent Variable: INFECT 

	Source
	Type III Sum of Squares
	df
	Mean Square
	F
	Sig.

	Corrected Model
	13.997(a)
	3
	4.666
	2.714
	.048

	Intercept
	1971.035
	1
	1971.035
	1146.545
	.000

	REGION
	13.997
	3
	4.666
	2.714
	.048

	Error
	187.383
	109
	1.719
	 
	 

	Total
	2344.410
	113
	 
	 
	 

	Corrected Total
	201.380
	112
	 
	 
	 


a  R Squared = .070 (Adjusted R Squared = .044)

From this table we can see that there is a significant effect of region on the infection rate (F[3,109]=4.666, p = .048).  The two major assumptions that we need to test for are equality of variance and normality.   To examine the assumption of normality we look at the distribution of the residuals.
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The histogram appears to be symmetric and unimodal, and the normal probability plot appears to follow a straight line.  I would therefore conclude that the assumption of normality has not been substantially violated.  SPSS also reports the following variances within each of the regions.


Descriptives

	 
	region
	Statistic
	Std. Error

	infect
	1.00
	Mean
	4.8607
	.24022

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	4.3678
	 

	 
	 
	 
	Upper Bound
	5.3536
	 

	 
	 
	5% Trimmed Mean
	4.8452
	 

	 
	 
	Median
	4.8500
	 

	 
	 
	Variance
	1.616
	 

	 
	 
	Std. Deviation
	1.27114
	 

	 
	 
	Minimum
	2.50
	 

	 
	 
	Maximum
	7.70
	 

	 
	 
	Range
	5.20
	 

	 
	 
	Interquartile Range
	1.85
	 

	 
	 
	Skewness
	.107
	.441

	 
	 
	Kurtosis
	-.391
	.858

	 
	2.00
	Mean
	4.3938
	.23674

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	3.9109
	 

	 
	 
	 
	Upper Bound
	4.8766
	 

	 
	 
	5% Trimmed Mean
	4.4014
	 

	 
	 
	Median
	4.4000
	 

	 
	 
	Variance
	1.794
	 

	 
	 
	Std. Deviation
	1.33922
	 

	 
	 
	Minimum
	1.30
	 

	 
	 
	Maximum
	7.80
	 

	 
	 
	Range
	6.50
	 

	 
	 
	Interquartile Range
	1.53
	 

	 
	 
	Skewness
	-.233
	.414

	 
	 
	Kurtosis
	.983
	.809

	 
	3.00
	Mean
	3.9270
	.23986

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	3.4406
	 

	 
	 
	 
	Upper Bound
	4.4135
	 

	 
	 
	5% Trimmed Mean
	3.9021
	 

	 
	 
	Median
	4.2000
	 

	 
	 
	Variance
	2.129
	 

	 
	 
	Std. Deviation
	1.45900
	 

	 
	 
	Minimum
	1.30
	 

	 
	 
	Maximum
	7.60
	 

	 
	 
	Range
	6.30
	 

	 
	 
	Interquartile Range
	1.85
	 

	 
	 
	Skewness
	.082
	.388

	 
	 
	Kurtosis
	-.169
	.759

	 
	4.00
	Mean
	4.3813
	.21913

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	3.9142
	 

	 
	 
	 
	Upper Bound
	4.8483
	 

	 
	 
	5% Trimmed Mean
	4.4125
	 

	 
	 
	Median
	4.4500
	 

	 
	 
	Variance
	.768
	 

	 
	 
	Std. Deviation
	.87652
	 

	 
	 
	Minimum
	2.60
	 

	 
	 
	Maximum
	5.60
	 

	 
	 
	Range
	3.00
	 

	 
	 
	Interquartile Range
	1.13
	 

	 
	 
	Skewness
	-.647
	.564

	 
	 
	Kurtosis
	.321
	1.091


None of our variances differ by a factor of 10, so we would conclude that the assumption of equal variances has been met.

B)
Test whether there is an effect of the region a hospital is in on the average number of patients it serves.  Test the assumptions of the analysis you chose to perform.  Explicitly report the conclusion you can draw from your analysis.

SPSS produces the following output from an ANOVA using region to predict the number of patients.

Tests of Between-Subjects Effects

Dependent Variable: PATIENTS 

	Source
	Type III Sum of Squares
	df
	Mean Square
	F
	Sig.

	Corrected Model
	86375.653(a)
	3
	28791.884
	1.225
	.304

	Intercept
	3460975.046
	1
	3460975.046
	147.274
	.000

	REGION
	86375.653
	3
	28791.884
	1.225
	.304

	Error
	2561528.736
	109
	23500.264
	 
	 

	Total
	6786317.000
	113
	 
	 
	 

	Corrected Total
	2647904.389
	112
	 
	 
	 


a  R Squared = .033 (Adjusted R Squared = .006)

This analysis would seem to indicate that there is no effect of region on the average number of patients in a hospital (F[3, 109] = 1.225, p = .304).  SPSS produces the following graphs of the residuals.
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The histogram of the residuals appears to have a right skew, and there seem to be clear departures from a straight line in the normal probability plot.  It would appear that the assumption of normality has been violated.  SPSS reports the following variances for PATIENTS within each region.

Descriptives

	 
	REGION
	 
	Statistic
	Std. Error

	PATIENTS
	1.00
	Mean
	210.3571
	31.31869

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	146.0965
	 

	 
	 
	 
	Upper Bound
	274.6178
	 

	 
	 
	5% Trimmed Mean
	190.8730
	 

	 
	 
	Median
	172.5000
	 

	 
	 
	Variance
	27464.090
	 

	 
	 
	Std. Deviation
	165.72293
	 

	 
	 
	Minimum
	37.00
	 

	 
	 
	Maximum
	791.00
	 

	 
	 
	Range
	754.00
	 

	 
	 
	Interquartile Range
	140.7500
	 

	 
	 
	Skewness
	2.060
	.441

	 
	 
	Kurtosis
	5.269
	.858

	 
	2.00
	Mean
	208.9375
	28.10550

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	151.6160
	 

	 
	 
	 
	Upper Bound
	266.2590
	 

	 
	 
	5% Trimmed Mean
	197.9653
	 

	 
	 
	Median
	155.0000
	 

	 
	 
	Variance
	25277.415
	 

	 
	 
	Std. Deviation
	158.98873
	 

	 
	 
	Minimum
	38.00
	 

	 
	 
	Maximum
	595.00
	 

	 
	 
	Range
	557.00
	 

	 
	 
	Interquartile Range
	262.7500
	 

	 
	 
	Skewness
	1.002
	.414

	 
	 
	Kurtosis
	-.137
	.809

	 
	3.00
	Mean
	189.6486
	23.46358

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	142.0623
	 

	 
	 
	 
	Upper Bound
	237.2350
	 

	 
	 
	5% Trimmed Mean
	180.4970
	 

	 
	 
	Median
	130.0000
	 

	 
	 
	Variance
	20369.956
	 

	 
	 
	Std. Deviation
	142.72336
	 

	 
	 
	Minimum
	20.00
	 

	 
	 
	Maximum
	547.00
	 

	 
	 
	Range
	527.00
	 

	 
	 
	Interquartile Range
	251.0000
	 

	 
	 
	Skewness
	.893
	.388

	 
	 
	Kurtosis
	-.314
	.759

	 
	4.00
	Mean
	127.0000
	35.53637

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	51.2560
	 

	 
	 
	 
	Upper Bound
	202.7440
	 

	 
	 
	5% Trimmed Mean
	106.7778
	 

	 
	 
	Median
	69.5000
	 

	 
	 
	Variance
	20205.333
	 

	 
	 
	Std. Deviation
	142.14547
	 

	 
	 
	Minimum
	37.00
	 

	 
	 
	Maximum
	581.00
	 

	 
	 
	Range
	544.00
	 

	 
	 
	Interquartile Range
	135.5000
	 

	 
	 
	Skewness
	2.489
	.564

	 
	 
	Kurtosis
	6.891
	1.091


None of these variances differ by a factor of 10, so we would conclude that the assumption of equal variances has been met.

Since the assumption of normality was not met but the assumption of equal variances was met, the appropriate analysis of would actually be a Kruskal-Wallis test. However, we will not consider this analysis in detail until the next homework assignment.
C)
Test whether there is an effect of the region a hospital is in on the number of services it offers.  Test the assumptions of the analysis you chose to perform.  Explicitly report the conclusion you can draw from your analysis.

SPSS produces the following output from ANOVA using region to predict the number of services found in a hospital.


Tests of Between-Subjects Effects

Dependent Variable: SERVICES 

	Source
	Type III Sum of Squares
	df
	Mean Square
	F
	Sig.

	Corrected Model
	1354.527(a)
	3
	451.509
	2.007
	.117

	Intercept
	188718.807
	1
	188718.807
	838.754
	.000

	REGION
	1354.527
	3
	451.509
	2.007
	.117

	Error
	24524.886
	109
	224.999
	 
	 

	Total
	236367.280
	113
	 
	 
	 

	Corrected Total
	25879.413
	112
	 
	 
	 


a  R Squared = .052 (Adjusted R Squared = .026)

From this we would conclude that there is no effect of region on the number of services (F[3,109] = 2.007, p = .117).   SPSS produces the following graphs of the distribution of the residuals.
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These graphs show some violations of normality, but it is probably not severe enough to prevent us from working with ANOVA.  SPSS reports the following descriptive statistics within each region.


Descriptives

	 
	REGION
	 
	Statistic
	Std. Error

	SERVICES
	1.00
	Mean
	47.1357
	2.40452

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	42.2021
	 

	 
	 
	 
	Upper Bound
	52.0694
	 

	 
	 
	5% Trimmed Mean
	46.5206
	 

	 
	 
	Median
	45.7000
	 

	 
	 
	Variance
	161.888
	 

	 
	 
	Std. Deviation
	12.72350
	 

	 
	 
	Minimum
	28.60
	 

	 
	 
	Maximum
	80.00
	 

	 
	 
	Range
	51.40
	 

	 
	 
	Interquartile Range
	19.3000
	 

	 
	 
	Skewness
	.574
	.441

	 
	 
	Kurtosis
	.113
	.858

	 
	2.00
	Mean
	45.7125
	2.72784

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	40.1490
	 

	 
	 
	 
	Upper Bound
	51.2760
	 

	 
	 
	5% Trimmed Mean
	46.2083
	 

	 
	 
	Median
	47.1500
	 

	 
	 
	Variance
	238.115
	 

	 
	 
	Std. Deviation
	15.43099
	 

	 
	 
	Minimum
	5.70
	 

	 
	 
	Maximum
	71.40
	 

	 
	 
	Range
	65.70
	 

	 
	 
	Interquartile Range
	21.4000
	 

	 
	 
	Skewness
	-.319
	.414

	 
	 
	Kurtosis
	-.045
	.809

	 
	3.00
	Mean
	39.5405
	2.50536

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	34.4594
	 

	 
	 
	 
	Upper Bound
	44.6216
	 

	 
	 
	5% Trimmed Mean
	39.2342
	 

	 
	 
	Median
	40.0000
	 

	 
	 
	Variance
	232.242
	 

	 
	 
	Std. Deviation
	15.23949
	 

	 
	 
	Minimum
	11.40
	 

	 
	 
	Maximum
	77.10
	 

	 
	 
	Range
	65.70
	 

	 
	 
	Interquartile Range
	22.9000
	 

	 
	 
	Skewness
	.180
	.388

	 
	 
	Kurtosis
	-.285
	.759

	 
	4.00
	Mean
	39.4625
	4.28740

	 
	 
	95% Confidence Interval for Mean
	Lower Bound
	30.3241
	 

	 
	 
	 
	Upper Bound
	48.6009
	 

	 
	 
	5% Trimmed Mean
	38.7694
	 

	 
	 
	Median
	34.2500
	 

	 
	 
	Variance
	294.109
	 

	 
	 
	Std. Deviation
	17.14961
	 

	 
	 
	Minimum
	17.10
	 

	 
	 
	Maximum
	74.30
	 

	 
	 
	Range
	57.20
	 

	 
	 
	Interquartile Range
	29.9750
	 

	 
	 
	Skewness
	.644
	.564

	 
	 
	Kurtosis
	-.742
	1.091


None of the variances differ by a factor of 10, so we would conclude that the assumption of equal variances has been met.

D)
Use ANOVA to test whether there is an effect of having a medical school on the infection rate.  Then use a t-test to examine the same hypothesis.  Compare the results of the two tests, and explain why they are the same or different.

SPSS produces the following output from an ANOVA that uses the presence of a medical school to predict the infection rate.


Tests of Between-Subjects Effects

Dependent Variable: INFECT 

	Source
	Type III Sum of Squares
	df
	Mean Square
	F
	Sig.

	Corrected Model
	10.936(a)
	1
	10.936
	6.374
	.013

	Intercept
	1253.990
	1
	1253.990
	730.885
	.000

	MEDSCH
	10.936
	1
	10.936
	6.374
	.013

	Error
	190.444
	111
	1.716
	 
	 

	Total
	2344.410
	113
	 
	 
	 

	Corrected Total
	201.380
	112
	 
	 
	 


a  R Squared = .054 (Adjusted R Squared = .046)

It also produces the following output from a between-subjects t-test looking for mean differences between the infection rate of hospitals with med schools and those without.


Independent Samples Test

	
	 
	Levene's Test for Equality of Variances

	 
	 
	F
	Sig.

	 
	 
	 
	 

	INFECT
	Equal variances assumed
	.565
	.454

	 
	Equal variances not assumed
	 
	 


	t-test for Equality of Means

	t
	df
	Sig. (2-tailed)
	Mean Difference
	Std. Error Difference
	95% Confidence Interval of the Difference

	 
	 
	 
	 
	 
	Lower
	Upper

	2.525
	111
	.013
	.8702
	.34467
	.18718
	1.55314

	2.877
	25.010
	.008
	.8702
	.30244
	.24729
	1.49302


Both tests show that there is a significant effect of the presence of a medical school on the infection rate, such that those with medical schools have a higher infection rate than those that do not.  You will notice that the p-value for the ANOVA is exactly equal to the p-value from the t-test assuming equal variances.  This is because these two analyses are testing exactly the same thing.  In fact, the F statistic in the ANOVA will always be exactly equal to the square of the t-statistic from the t-test.

Problem 5 – Modifying your p-value spreadsheet

Take the spreadsheet that you created for Homework 3 and change it so that it will also calculate the p-values for a F statistic. The function you will be working with is FDIST.

Inputs

1. F statistic

2. Numerator df

3. Denominator df

Outputs

1. p-value

See the file “t, Z, and F pvalues 2008-02-28.xls”, available on the course website.

_1170099121.bin

_1170099137.bin

