Stat II Exam 2

November 13, 2003

Answer Questions 1 and 2, plus 4 of the questions 2 to 7

1.  (20 points) Examine the results from the analysis of the BEEF.sav data set.  Review the output and provide a discussion of the analysis.  Be sure to:

a) Describe the analysis that was performed.

b) Comment on whether the analysis appears to have been done correctly (not including violations of the regression assumptions). 

c) Provide the regression equation from the full model.

d) Report the significance for each coefficient in the model and explain what it tests conceptually.

e) Report the effect of any meaningful sets of terms contained in the analysis.

f) Determine whether any regression assumptions were violated.

a) The output reports a regression analysis that predicts the percent of farmers participating in the check-off in a given county from the average size of a farm in that county, the percent of farms in the county with sales over $100,000, and the interaction between these two variables.

b) The analysis centers both of the IVs, and tests for the interaction in a model that includes the main effects.  The analysis was therefore performed correctly.

c) YES = 73.652 - .378 CSIZE + .305 CSALE + .028 CSIZE*CSALE

d) All of the terms in the model were statistically different from zero. The intercept estimates the participation rate for a county with the average values of SIZE and SALES.  The coefficient on CSIZE tells you whether there is a main effect of SIZE on YES, averaging over different levels of SALE.  The coefficient on CSALE tells you whether there is a main effect of SALE on YES, averaging over different levels of SIZE.  The coefficient on the interaction term CSIZE*CSALE tells you whether there is a significant interaction between SALE and SIZE.  The significant interaction indicates that the effect of SALE on YES varies across different levels of SIZE.  It also means that the effect of SIZE on YES varies across different levels of SALE.

e) There really aren’t any important sets of terms in this analysis.

f) Looking at the graphs the assumptions of regression appear to be satisfied.

2.  (20 points) Examine the results from the analysis of the TV ADS.sav data set.  Review the output and provide a discussion of the analysis.  Be sure to:

a) Describe the analysis that was performed.

b) Comment on whether the analysis appears to have been done correctly (not including violations of the regression assumptions). 

c) Provide the regression equation from the full model.

d) Report the significance for each coefficient in the model and explain what it tests conceptually.

e) Report the effect of any meaningful sets of terms contained in the analysis.

f) Determine whether any regression assumptions were violated.

a) This analysis looks for a quadratic relationship between the amount of money spent on TV ads and the likelihood that people will remember the commercials.

b) The initial graph shows that the relationship between SPEND and IMP appears to have one curve, indicating a quadratic relationship.  The linear term was included in the model designed to test the quadratic term. SPEND was centered, but the centered term was not used to create the quadratic term.  The analysis therefore has this one error.

c) IMP = 61.729 + 1.085 CSPEND - .004 CSPEND2
d) Again all of the coefficients appear to be significant.  The intercept estimates the value of IMP at the mean value of SPEND.  The coefficient on CSPEND will tell you whether there is an overall linear relationship between SPEND and IMP averaging over the values of SPEND, independent of any other polynomial terms.  The coefficient on CSPEND2 tells you whether there is a quadratic relationship between SPEND and IMP, independent of any other polynomial terms.

e) We can derive a test of the total effect of SPEND on IMP from the overall F-test of the model.  This test (F[2,18]=10.134, p < .001) indicates that there is indeed an overall effect of SPEND on IMP.

f) The plot of the residuals against the IV terms indicates that there may be concern regarding homoscedasticity, in that the variance may be increasing with increasing values of CSPEND and SPENDSQ.

3.  (15 points) Explain the similarities and the differences between performing a power transformation and performing a polynomial regression.  Describe something that can be done with a power transformation that cannot be done with polynomial regression, and describe something that can be done with polynomial regression that cannot be done with a power transformation.

Power transformations and polynomial regression are similar in that both involve replacing one of the variables in your regression equation from a function of that variable, and in both cases this allows you to test for a nonlinear relationship using linear regression.  Two major differences are the variables that can be replaced and the nature of the function.  A transformation can be applied to either the IV or the DV, and replaces the variable with a single value calculated directly from it, such as its square root, or its logarithm.  A polynomial regression is only applied to an IV.  In addition, a transformation replaces the IV or the DV with a single term, while polynomial regression always adds additional terms to your model.  

Polynomial regression cannot reduce heteroscedasticity, as can be done with a power transformation on the DV.  On the other hand, a polynomial regression will allow you to fit relationships that are much more complicated than those that can be handled by a simple transformation, such as one where the direction of the relationship changes multiple times.

4.  (15 points) Verbally describe two different effects that adding an interaction term can have on the relationships between a pair of IVs and a DV.  Report what pattern of coefficients on your terms would be required to obtain your effect.  Two possible examples would be “synergistic” and “antagonistic” interactions, as discussed in the textbook and class.

You get a synergistic interaction when the sign on the interaction coefficient is the same as the signs on the two IVs.  In this case the interaction makes it so the effect of having high (or low) values on both IVs is greater than the sum of the effects of having either one of them high individually.  You get an antagonistic interaction when the coefficients on the two IVs have the same sign but the interaction has the opposite sign.  In this case the interaction makes it so that if you already have a high value on one of the IVs, the difference in the DV between having a moderate and having a high value on the second IV is very small.  The sum of the effects of having both IVs high is smaller than the sum of the effects of having either one of them high individually.

5.  (15 points) Provide the steps that you must take in order to test the unique contribution of a set of IVs.  What does a significant test statistic for an IV set (in the context of a model with other sets) tell you?    

To test the effect of a set of IVs, you compare the predictive ability of a model that doesn’t include the variables in the set to a model that does include the variables in the set.  The test statistic for an IV set represents a test of the change in R2 from adding the IV set to the model.  If the model including the IVs accounts for significantly more variance than the one that excludes them, then you would say that the IV set accounts for a significant amount of variance in the DV independent of all of the other variables in the model.  

6.  (15 points) Explain what it means to “separate exploratory and confirmatory analyses.”  Describe how performing exploratory and confirmatory analyses on the same data set affects the validity of your p-values.  Describe how separating exploratory and confirmatory affects data exploration.

To separate exploratory and confirmatory you need to use different sets of data in your initial examination of the relationships in your data and in your statistical tests of those relationships.  You analyze the exploratory data set to help you determine the hypotheses you should test in the confirmatory data set.  You then use the statistics from your confirmatory analyses to actually draw conclusions about your hypotheses.

Performing your exploratory analyses on the same data set that you use to test your hypotheses will tend to inflate your p-values.  Your exploratory analyses will identify the relationships that are strongest in that particular data set.  They can be strong either because the relationships themselves are strong, or because the random noise in your data just happened to line up in a way that is consistent with that relationship.  As with regression toward the mean, the estimates of the strongest relationships in the data set will be more likely to have random noise increasing the strength of the effect than decreasing the strength of the effect.  This means that the strengths of the largest relationships found in the data set will likely be inflated.  To get a valid measure of the strength of these effects you need to test them in a second data set, where the random error is no more likely to increase the estimate than it would be to decrease the estimate.

Separating the exploratory and confirmatory stages to data analysis can also make it easier for you to explore the data because you don’t have to worry about all of your analyses being perfectly valid because you never report the results from these analyses.  This provides you with more freedom in the number and type of analyses you can use to look for relationships. 
7.  (15 points) Explain how you perform a sequential regression (also called a hierarchical regression).  How do the results from a sequential regression compare to the results from standard multiple regression?  In your answer, discuss how the nature of the collinearity among the IVs will affect the differences between sequential and multiple regression.

To perform a sequential regression  you first determine the order in which you want your IVs entered into your model.  The test of any given IV will control for the influence of any other IVs that appear before it in the list.  The tests will not be affected by the relationships between any IVs that occur later in the list and the DV.  This means that any variance that is jointly predicted by two IVs will be credited to the IV that appears earliest in the list.

If the IVs are all completely independent then multiple regression will produce exactly the same results as sequential regression.  If there are no suppression effects among the IVs, then the results of sequential regression will produce test statistics that are at least as large as those found in multiple regression.  They will be larger to the extent that there is collinearity among the IVs, since this joint variance is credited to the earliest variable on the list in sequential regression while it would be ignored in multiple regression.  Finally, if an IV is influenced by a suppression effect, the test statistic found in sequential regression can actually be lower than that found in multiple regression, if the IV that controls for the suppressor appears behind it in the list.
