Stat II Exam 1

October 26, 2004

Answer Question 1 (36 points), plus 4 of the questions 2-6 (16 points each)

Problem 1

Examine the output from the UNM data set.  Review the output and provide a discussion of the analysis.  

A)
Describe and explain the relationships it detects.  Report the estimated regression equation.

The analysis determines whether the unemployment rate, the number of high school graduates, and the per capita income can be used to predict undergraduate enrollment.  It determines whether the three IVs can jointly predict a significant amount of variability in enrollment, and whether each IV can independently predict a significant amount of variability in enrollment.  The estimated regression equation is:

ROLL = -9153.254 + 450.125*UNEM + .406*HGRAD + 4.275*INC
B)
Report and interpret the test of the overall model.

The test of the overall model is significant (F[3, 25] = 211.539, p < .001), indicating that the three IVs can jointly predict a significant amount of variability in enrollment.

C)
Report and interpret the tests of the individual coefficients.  

Testing the intercept

1)
H0:  (0 = 0


Ha:  (0 ( 0

2)
Estimate = -9153.254

3)
SE of estimate = 1053.181

4)
df = 25

5)
t = -8.691

6)
p < .001

7)
The intercept is significantly different from zero.  This represents the expected value of enrollment when all three of the IVs have the value of 0.  This value, however, has little theoretical meaning because we never expect any of our IVs to take on the value of 0.

Testing the coefficient for unemployment

1)
H0:  (1 = 0


Ha:  (1 ( 0

2)
Estimate = 450.125

3)
SE of estimate = 118.168

4)
df = 25

5)
t = 3.809

6)
p = .001

7)
The coefficient for unemployment is significantly different from zero.  This means that unemployment can predict a significant amount of variability in enrollment independent of the effects of the number of high school graduates and the per capita income.

Testing the coefficient for number of high school graduates

1)
H0:  (2 = 0

Ha:  (2 ( 0

2)
Estimate = .406

3)
SE of estimate = .076

4)
df = 25

5)
t = 5.347

6)
p < .001

7)
The coefficient for the number of high school graduates is significantly different from zero.  This means that the number of high school graduates can predict a significant amount of variability in enrollment independent of the effects of the unemployment and the per capita income.

Testing the coefficient for per capita income

1)
H0:  (3 = 0



Ha:  (3 ( 0

2)
Estimate = 4.275

3)
SE of estimate = .495

4)
df = 25

5)
t = 8.642

6)
p < .001

7)
The coefficient for the per capita income is significantly different from zero.  This means that the per capita income can predict a significant amount of variability in enrollment independent of the effects of the unemployment and the number of high school graduates.

D)
Discuss the potential effect of multicollinearity.

By comparing the zero-order correlation to the partial correlation for each of the IVs we can see how multicollinearity is affecting our results.  The zero-order correlation for unemployment is smaller than the partial correlation, indicating that this coefficient is influenced by a suppression effect.  The zero-order correlations for the number of graduates and the per capita income are both slightly larger than the partial correlations, indicating that these coefficients are being somewhat influenced by a standard multicollinearity effect.

E)
Comment on whether the statistical model meets the assumptions of regression.

The histogram of the residuals appears to be bell-shaped, and the Q-Q plot seems to follow a straight line.  These both indicate that the assumption of normality has been met.  The variance of the residuals does seem to change slightly across different levels of unemployment.  However, regression is robust to violations of the assumption of equal variance, and the variability we see is not really enough for us to say that this assumption is violated.  However, we do have evidence that the assumption of independence has been violated.  The plots of the residuals versus income shows a curvilinear pattern, indicating that we may not have properly specified the relation between this IV and enrollment.

Problem 2

For each of the three assumptions regression makes about the residuals:

A) 
Draw one graph that indicates that the model assumptions appear to be met.  Be sure to label the axes.

For the assumption of normality, you should either draw a histogram that has a bell-shaped curve or a Q-Q plot that shows the residuals falling along a straight line.

For the assumption of homoscendasticity, you should draw a scatterplot with the residuals on the Y axis and an IV on the X axis showing that the variability is approximately the same across the different levels of an IV.

For the assumption of independence, you should draw a scatterplot with the residuals on the Y axis and either an IV or an outside variable on the X axis.  In either case there should be no pattern on the graph – it should appear to be a random scatter.
B)
Draw one graph that indicates that the model assumptions appear to be violated.  Be sure to label the axes.

For normality, you should draw either a histogram that does not have a bell-shaped curve or a Q-Q plot that does not follow a straight line.

For homoscedasticity, you should draw a scatterplot where the variance of the residuals changes as you change values of the IV.

For independence, you should draw a scatterplot that shows some relation between the residuals and the variable you put on the X axis.  If you chose to put an outside variable on the X axis then the pattern can have any form.  If you chose to put an IV on the X axis then this pattern can have any form except a linear relation (since a linear relation would be captured by regression equation and so would not appear in the residuals).

C)
Explain the nature of the violations in the graphs you drew for part B.

This answer will depend on the nature of the violation you chose in part B.

Problem 3

A)
Describe the steps you need to take to compute a confidence interval around a correlation.

1)
Obtain an estimate of the correlation.

2)
Convert to correlation to Zr using Fisher’s r-to-z formula.

3)
Determine the critical value in the standard normal distribution that corresponds to the desired precision of your interval.  If you want a P% confidence interval, you should choose the value “Zcrit” from the normal distribution such that P% of the distribution falls between –Zcrit and Zcrit.

4)
Compute the standard error of the estimate SE{Zr}

5)
Calculate a confidence interval around Zr using the formula 


CI = estimate ( critical value * SE{estimate}

6)
Use Fisher’s z-to-r formula to convert the upper and lower bounds of the confidence interval around Zr back to correlations to get a confidence interval around r.
B)
Provide a theoretical interpretation of the confidence interval around a correlation.

Given a P% confidence interval around a correlation, you would expect that the true correlation would fall within the interval P% of the time.

C)
Describe the steps you need to take to compute a confidence interval around a regression coefficient.  You can refer to your answer in part A and simply explain what parts would be different.

1)
Obtain the estimate of the regression coefficient.

2)
Obtain the standard error of the estimate

3)
This step is the same as step 3 in part A except that you would draw your critical value from the t distribution with N-k-1 df, where k is the number of IVs in your regression model.

4)
Same as step 5 in part A

D)
Explain the difference between a confidence interval and a prediction interval around an expected value.

Let us say that you are using a value Xh to predict a value Yh.  A P% confidence interval around an expected value tells you that you expect the mean of all possible values of Yh will fall within your interval P% of the time.  A P% prediction interval tells you that you expect P% of the possible values of Yh will fall within your interval.

Problem 4

A)
Explain how you interpret the test of a coefficient in multiple regression.

The test of a multiple regression coefficient tells you if the corresponding IV can predict a significant amount of variability in the DV independent of the other IVs in the model.

B)
Relate the interpretation you provide in part A to multicollinearity effects that reduce the magnitude of the coefficients.

When two IVs predict the same variability in the DV, then including them both in the same regression model will reduce the magnitude of both coefficients because the amount of variability that either of the IVs can independently predict is going to be less than the total amount of variability that they can predict.

C)
Relate the interpretation you provide in part A to suppression effects that increase the magnitude of the coefficients.

Suppression effects that increase the magnitude of the coefficients occur when one of the IVs has a stronger relation to a second IV than it does to the DV.  In this case, the part of the second IV that is independent of the first IV will actually have a stronger relation to the DV than the whole second IV, because the independent part gets to exclude useless variability that is associated with the first IV.  In these sense, including the first IV in the multiple regression acts to “clense” the second IV of variability not related to the DV.

D)
Relate the interpretation you provide in part A to suppression effects that reverse the direction of the coefficients.

One example of when this can occur is when the variability of one IV is the result of several different factors.  In this case, not all of the factors influencing the score on the IV will have the same relation to the DV.  For example one factor might have a positive relation to the DV while a second factor as a negative relation.  In this case, the bivariate relation between the whole IV and the DV will be based on whichever of the factors is responsible for more of the variability in the IV.  If this IV is included in a regression model with a second IV that is also influenced by the dominant factor, the coefficient will actually represent the relation between the weaker factor and the DV.  Since the relation between the weaker factor and the DV is opposite the relation between the dominant factor and the DV, the multiple regression coefficient will have a sign opposite that of the simple linear regression coefficient.

Problem 5

Report three different factors that can reduce the magnitude of a correlation other than the strength of the relation between the two variables.  For each, explain why they have the effects they do on the correlation.

One factor that can influence the magnitude of a correlation is the reliability of the variables.  When a variable does not have perfect reliability, then scores on that variable will be partially determined by random error.  By definition you cannot predict anything with random variability, so presence of this makes it more difficult to predict anything from the variable.  This will correspondingly reduce any correlations with the variable.

A second factor that can influence the magnitude of a correlation is dichotomization.  Sometimes people create a categorical variable from the scores of a continuous measurement.  The new categorical variable cannot make as fine distinctions between different individuals as did the original continuous variable.  The loss of this information makes it more difficult to detect relations with the categorical variable.

A third factor that can influence the magnitude of a correlation is a restriction of range on either of your variables.  It is easier to detect relations using variables that have greater ranges.  When you only have a limited range on one of your variables then it will be harder to distinguish different observations based on a predictor variable because those observations will be so similar on the response.  This makes your estimates of the relation less stable, leading to lower correlations.

Problem 6

A)
Explain how you interpret the values of the two simple linear regression coefficients.

(0 is the intercept coefficient, and represents the expected value of the DV when the IV is equal to zero.

(1 is the slope coefficient, and represents the expected change in the DV when the IV increases by a single unit. 

B)
Describe how changing the variances of the IV and DV (such as by multiplying either of the variables by a constant) would affect these values.

Changing the variance of the IV would have no effect on the intercept, since the value of zero would stay the same.  Increasing the variance of the DV would increase the magnitude of the intercept, while decreasing the variance of the DV would decrease the magnitude of the intercept.

Increasing the variance of the IV would decrease the magnitude of the slope coefficient while decreasing the variance of the IV would decrease the magnitude of the slope coefficient.  On the other hand, increasing the variance of the DV would increase the magnitude of the slope coefficient, while decreasing the variance of the DV would decrease the magnitude of the slope coefficient.

C)
Describe how changing the means of the IV and DV (such as by adding a constant to either of the variables) would affect these values.

Increasing the mean of the IV would change the intercept in a way that depends on the slope.  If the slope coefficient is negative then the intercept would increase.  If the slope coefficient is positive then the intercept would decrease.  Increasing the mean of the DV would increase the intercept, while decreasing the mean of the DV would decrease the intercept.

Changes to the mean of either variable will have no effects on the slope coefficient since the slope relates the variability of the IV to the variability of the DV.
