Stat II Homework 2

Due September 13, 2007

Correlation and Simple Linear Regression
Feel free to use SPSS or Excel to assist you in answering any or all problems.  If you use these programs, cut and paste the part of the output that you used to answer each problem into your assignment. For Problem 5, attach a copy of your Excel spreadsheet.

Problem 1 – Correlation

A historian interested in the relation between agriculture and warfare collected data on the average size of a country’s army during the middle ages and the proportion of food grown in the country that was consumed by the farmers.  His theory was that the increase in the size of standing armies during this time was caused by the presence of food surpluses.

A) Data collected on 18 European states indicated that the correlation between army size and the proportion of food consumed by farmers was -.19.  Perform a HTPE to see if this data supports the historian’s theory.  Provide a verbal interpretation of the p-value you get, and report whether the test is significant at alpha = .05.

Following the steps to a HPTE:

1)
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2)
Estimate:  r = -.19

3)
SE of estimate:  
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4)
df = n-2 = 16

5)
t = r / s{r} = -.19 / .245 = -.776

6)
p = .449 

7)
We fail to reject the null hypothesis, concluding that the correlation between army size and proportion of food consumed by the farmers is not significantly different from zero.

Our p-value of .449 indicates that if the true correlation between our variables was equal to zero, we would still expect to see a correlation in our data at least as large as we did 44.9% of the time.  A one-tailed test would also have been reasonable in this case.
B) Data collected on 15 African states indicated that the correlation between army size and the proportion of food consumed by farmers was -.12.  Compute both a 90% and 80% confidence intervals around this correlation.  Report which interval is wider and explain why it is wider.

General form for a confidence interval:  estimate +- critical value * SE of estimate

However, when working with correlations you must first transform the correlation to a Zr, find the CI around the Zr, and then transform the bounds of that interval back to correlations.

r = -.12, corresponding Zr = -.121
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For a 90% CI, we want the Z value that is greater than 95% of the distribution (leaving 5% in each tail).  Looking this up in the table, we can see that it is 1.64.

90% CI around Zr = -.121 +- .29 * 1.64 = (-.5966, .3546)

Converting these back to correlations, we get a 90% CI around r of (-.5346, .3404)

We do the same thing for the 80% interval, except we choose our critical value so that it is greater than 90% of the distribution.  Looking this up in the table, we can see that it is 1.28.

80% CI around Zr = -.121 +- .29 * 1.28 = (-.4922, .2502)

Converting these back to correlations, we get an 80% CI around r of (-.4560, .2451)

The 90% interval is wider than the 80% interval.  This makes sense, since if we want to be more sure that the true population value is in the interval we must make the interval bigger.
C) Data collected on 26 Middle Eastern and Asian states indicated that the correlation between army size and the proportion of food consumed by farmers was -.26.  Perform a HTPE comparing the observed correlation to 0, using alpha = .05.  Report a 95% confidence interval around the correlation.  Explain how these two are related.

Following the steps to a HTPE:

1)
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2)
Estimate:  r = -.26

3)
SE of estimate:  
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4)
df = n – 2 = 24

5)
t = r / s{r} = -.26 / .197 = -1.320

6)
p = .1993

7)
We fail to reject the null hypothesis, concluding that the correlation is not significantly different from zero.

Computing a 95% CI:

r= -.26, Zr = -.2661


[image: image6.wmf]2085

.

23

1

3

26

1

3

1

}

{

=

=

-

=

-

=

n

Zr

s


Critical value for a 95% CI is 1.960

95% CI around Zr = -.2661 +- .2085*1.96 = (-.6748, .1426)

95% CI around r = (-.5881, .1416)

The HTPE and the CI are related in that we can tell the HTPE will not be significant just by looking at the CI.  Our estimate will be significantly different from any comparison value that is outside of the CI
D) Perform a hypothesis test to see if the correlation for African states provided in part B is significantly different from the correlation for Middle Eastern and Asian states provided in part C.

Following the steps to a HTPE:

1)
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	Comparing Two Correlations Measured on Independent Groups of Subjects

	r{group1}
	r{group2}
	N{group1}
	N{group2}
	Zr{group1}-Zr{group2}
	s{difference}
	Z
	p-value

	-0.12
	-0.26
	15
	26
	0.145527378
	0.356106156
	0.408662912
	0.682787138


2)
Estimate (Taken from Excel spreadsheet):  Zdiff = .1455

3)
SE of estimate = .3561

4)
Z = .4086

5)
p = .6828

6)
We fail to reject the null hypothesis, concluding that the correlations are not significantly different from each other.

E) The historian wants to summarize the relation between the army size and the proportion of food consumed by farmers using a single number.  Compute a statistical summary of the correlations provided in parts A, B, and C.  Be sure to take into account the number of countries on which each correlation is based, as well as the fact that direct averages of correlations are inappropriate.

Using the Excel spreadsheet for averaging correlations:

	Averaging Correlation Coefficients

	r
	n
	Zr

	-0.19
	18
	-0.19234

	-0.12
	15
	-0.12058

	-0.26
	26
	-0.26611

	weighted average Zr
	-0.2066

	final r
	 
	-0.20371


We can see that the average correlation is -.20371.
Problem 2 – More Correlations

In your own data set, determine the correlation between two continuous variables.  

a) Provide a theoretical justification why there might be a relation between the two variables. State whether you think the relation is causal or non-causal.

b) Produce a scatterplot of your two variables that has the regression line drawn in.

c) Interpret the value of the correlation. Comment on the importance of the sign and the magnitude of the correlation.

d) Test whether the correlation is significantly different from zero.

e) Provide a 90% confidence interval around the correlation.

See comments on your homework.

Problem 3 – Comparing Correlations

The data set SENIC.SAV (along with its documentation SENIC.DOC) is available in the data directory on the course website.  This data set represents a collection of measurements made on hospitals throughout the US.   Feel free to make use of the posted Excel spreadsheet when performing these tests (but then include a copy of the results in your homework assignment).

A)
Test whether the correlation between the number of beds in the hospital and the infection rate for hospitals in the North East and the North Central (combined, producing just 1 correlation) is significantly different from the correlation between the number of beds in the hospital and the infection rate for hospitals in the other two regions (again combined, producing just 1 correlation). 

SPSS reports the following correlation between the infection rate and the number of beds for the North East and North Central regions.
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It also reports the following correlation between the infection rate and the number of beds for the South and West regions.
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I put the information from these analyses into the correlation comparison spreadsheet to obtain the following test.

	Comparing Two Correlations Measured on Different Groups of Subjects

	r{group1}
	r{group2}
	N{group1}
	N{group2}
	Zr{group1}-Zr{group2}
	s{difference}
	Z
	p-value

	0.294
	0.412
	60
	53
	-0.135078616
	0.193762379
	-0.697135413
	0.485717907


From this we can see that the correlation for the North East and North Central regions is not significantly different from the correlation for the South and West regions (Z = -.697, p = .49 using a two-tailed test).

B)
Test whether the correlation between the infection rate and the number of cultures taken from a hospital is significantly different from the correlation between the infection rate and the number of beds in a hospital.

SPSS reports the following correlations between infection rate, the number of cultures taken from a hospital, and the number of beds in a hospital.
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I put this information into the Excel spreadsheet for comparing correlations to test whether the correlation between the infection rate and the number of cultures taken from a hospital is significantly different from the correlation between the infection rate and the number of beds in a hospital. I assigned the subscripts to variables as follows.

· j = infection rate

· k = number of cultures

· h = number of beds

The spreadsheet provides the following results.
	Comparing Two Dependent Correlations Measured on the Same Subjects (i.e., testing r{jk} = r{jh})

	r{jk}
	r{jh}
	r{kh}
	N
	Zr{jk}-Zr{jh}
	COV(r{jk},r{jh})
	s{difference}
	Z
	p-value (two-tailed)

	0.559
	0.36
	0.14
	113
	0.254491596
	0.040010596
	0.132114923
	1.926289555
	0.054068091


From this we can see that there is a significant difference (using the slightly slimy but theoretically acceptable notion of rounding .054 to .04) between these correlations, such that the correlation between the infection rate and the number of cultures is larger than the correlation between the infection rate and the number of beds (Z = 1.93, p = .05 using a two-tailed test).

C)
Test whether the correlation between the infection rate and the number of cultures take from a hospital is significantly different from the correlation between the average number of patients in the hospital and the number of nurses in the hospital.

SPSS reports the following correlations between the infection rate, the number of cultures, the number of patients, and the number of nurses.
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I put this information into the Excel spreadsheet for comparing correlations to test whether the correlation between the infection rate and the number of cultures taken from a hospital is significantly different from the correlation between the number of patients and the number of nurses. I assigned the subscripts to variables as follows.

· j = infection rate

· k = number of cultures

· h = number of patients

· m = number of nurses

The spreadsheet provides the following results.
Comparing Two Independent Correlations Measured on the Same Subjects 

(i.e., testing r{jk} = r{hm})

	r{jk}
	r{hm}
	r{jh}
	r{jm}
	r{kh}
	r{km}
	N

	0.559
	0.908
	0.381
	0.394
	0.143
	0.199
	113

	Zr{jk}-Zr{hm}
	COV(r{jk},r{hm})
	s{difference}
	Z
	p-value (two-tailed)

	-0.884633641
	0.02612602
	0.133066899
	-6.65
	2.98623E-11


From this we can see that the correlation between the infection rate and the number of cultures is significantly smaller than the correlation between the number of patients and the number of nurses (Z = -6.65, p < .001 using a two-tailed test).

Problem 4 –Simple Linear Regression

The data set SENIC.SAV (along with its documentation SENIC.DOC) is available in the data directory on the course website.  This data set represents a collection of measurements made on hospitals throughout the US.   Inside this data set is a variable representing the number of patients in the hospital and the probability that a patient contracts a disease during their stay.   Perform a simple linear regression to generate an equation predicting the probability of getting a disease from the number of patients in the hospital.

Performing a simple linear regression predicting the infection rate from the number of patients in SPSS produces the following output.


Tests of Between-Subjects Effects

Dependent Variable: INFECT 

	Source
	Type III Sum of Squares
	df
	Mean Square
	F
	Sig.

	Corrected Model
	29.296(a)
	1
	29.296
	18.897
	.000

	Intercept
	609.595
	1
	609.595
	393.209
	.000

	PATIENTS
	29.296
	1
	29.296
	18.897
	.000

	Error
	172.084
	111
	1.550
	 
	 

	Total
	2344.410
	113
	 
	 
	 

	Corrected Total
	201.380
	112
	 
	 
	 


a  R Squared = .145 (Adjusted R Squared = .138)


Parameter Estimates

Dependent Variable: INFECT 

	Parameter
	B
	Std. Error
	t
	Sig.
	95% Confidence Interval

	 
	 
	 
	 
	 
	Lower Bound
	Upper Bound

	Intercept
	3.718
	.188
	19.829
	.000
	3.347
	4.090

	PATIENTS
	.003
	.001
	4.347
	.000
	.002
	.005


A) Report the regression equation.  

INFECT = 3.718 + .003 * PATIENTS

B) Interpret the regression coefficients.

b0 = 3.718

This represents the expected infection rate when a hospital has zero patients.  However, a hospital will never have zero patients, so this does not have any theoretical meaning.

b1 = .003

This indicates that the infection rate increases by .003 as the number of patients increases by 1.

C) Produce a scatterplot of these two variables that has the regression line drawn in.
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D) Test whether both parameters are equal to zero.  Present these in the general form of a hypothesis test of a point estimate.

Testing B0:

1)
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2)
Estimate:  b0 = 3.718

3)
SE of estimate = .188

4)
df = n – 2 = 111

5)
t = 19.829

6)
p < .001

7)
We conclude that the intercept is significantly different from zero.  However, we cannot draw any theoretical conclusions for this because the a hospital will never have 0 patients.

Testing B1:

1)
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2)
Estimate:  b1 = .003

3)
SE of estimate = .001

4)
df = n – 2 = 111

5)
t = 4.347

6)
p < .001

7)
We conclude that the slope is significantly different from zero.  

E) State some conclusion about the relationship between the number of patients and the risk of infection reflecting the results of your tests.

There is a significant relation between the number of patients in a hospital and its infection rate.  As the number of patients increases by 1, the infection rate increases by .003.

Problem 5 – An Excel spreadsheet for confidence intervals

Create an Excel spreadsheet where you provide the point estimate, the standard error, and the degrees of freedom of the point estimate, and the spreadsheet automatically calculates the upper and lower bounds of 80%, 90%, and 95% confidence intervals. Assume that you’re working with the t distribution to generate the intervals.

See the file “confidence intervals 2007-09-10.xls”

_1156706388.bin

_1188711169.unknown

_1188712988.unknown

_1188721037.unknown

_1156706511.unknown

_1156706831.unknown

_1156693064.unknown

_1156699988.unknown

_1156692052.unknown

